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Abstract
Comparative genomics relies on the abundance of sequenced genomes to study evolutionary histories and functional associations among genes. However, eukaryotic
genome databases grow at a much slower rate than those of prokaryotic genomes,
limiting the potential for predicting functional associations in Eucarya. This work
explores the potential to use predictions of functional interactions derived from the
comparative genomics of Prokaryotes to make predictions in the model Eukaryote
Saccharomyces cerevisiae (yeast). To this end, we generated random sample sets of
prokaryotic genomes so we could determine if the number of predictions in yeast increases with the number of prokaryotic genomes available, and whether the number
of predictions will continue to increase. Genes were mapped to their homologous
and orthologous prokaryotic counterparts across genomes using the program BLAST
(Basic Local Alignment Search Tool). Pairs of genes in yeast were deemed functionally related if their orthologs were predicted to be in an operon in any Prokaryote.
Statistical analysis indicated that all predictions fit a logarithmic regression model.
The model indicates that further prokaryotic sequencing should increase the number of predictions observed, but that only a fraction of the genome will be covered.
Similar trends were found for other model eukaryotes: Drosophila melanogaster,
Caenorhabitis elegans, and Arabidopsis thaliana. These results suggest that similar
predictions models can be applied to other eukaryotes, and thus make prokaryotic
sequencing data useful for advance of eukaryotic work.
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1

Introduction

Comparative genomics relies on the abundance of sequenced genomes to study evolutionary histories and functional associations among gene products. However, eukaryotic genome databases grow at a much slower rate than those of prokaryotes,
limiting the potential for predicting functional associations in Eucarya. This work
explores the potential to use predictions of functional associations derived from the
comparative genomics of prokaryotes to make predictions in model Eucarya.

1.1

Genomic sequencing: where do we go from here?

Nineteen ninety-five marked the completion of the first fully sequenced genome,
that of the Prokaryote Haemophilus influenzae, which has one chromosome [1]. Not
far behind was the completion of the Saccharomyces cerevisiae genome in 1996
[2]. Being an eukaryotic organism, the genome of S. cerevisiae, consisting of 16
chromosomes, was much more complicated to sequence than that of H. influenzae.
While both of these achievements were quite breathtaking, they only marked the
beginning of a very long road. Now in 2007, not only have we sequenced over 450
prokaryotic genomes, but we have also added a few eukaryotes, including the human
genome completed in 2001 [3]. Lack of genomic information is no longer a major
issue. Instead, the greater concern is how to put the information we do possess to
good use. The genetic sequences are not useful in and of themselves; they are useful
because their coding regions specify amino acid sequences, which conform proteins.
Proteins play extensive roles in the majority of processes that occur within the
cells of all living organisms. Thus to understand how a single cell or multicellular
organism functions we must understand how its proteins work. This understanding
allows us to design protocols to enhance, manipulate, and silence such functions to
1

suit particular needs.

1.2

Predicting the functions of gene products

Determining the molecular function (e.g. biochemical) of every protein encoded in
every genome of every organism is a daunting task. Until 2000, functions of specific
gene products were determined mainly through biochemical, genetic, or structural
studies [4]. A more eﬃcient way of determining function is to predict it based
on the function of gene products with similar sequences. This method is based
on homologous genes, which are genes that are alike due to common ancestry [5].
The idea behind this method is that the products of homologous genes tend to
have similar functions [6]. More specifically, it is the orthologous genes – those
genes that have diverged after a speciation event – that conserve their functions [5].
This homology method has been able to assign functions to 40-70% of new genome
sequences, of which a large proportion are prokaryotes [4].

1.3

Predicting functional associations of gene products

Knowing the molecular functions of gene products is very important. However, it
is also necessary to understand how these molecular functions associate to build a
biological process or pathway. This study is based on predicting genes to be functionally associated if they occur in the same operon. Operons are clusters of adjacent
genes that are transcribed as a single mRNA and they only occur in prokaryotes,
with the exception of C. elegans [7, 8]. Genes within operons tend to be functionally
associated, which is explained by the selfish operon theory and the co-regulation of
genes within an operon [9]. The selfish operon theory assumes that genes in the
same operon are more likely to be horizontally transferred together, and thus if they
are functionally associated then they will have complete function in the new host
[10]. There are two main methods for predicting whether or not genes are in the
same operon. First, genes are likely to be in the same operon if they are separated
by a small intergenic distance [11]. Second, genes with conserved order across evolu2

tionarily distant organisms are predicted to be in the same operon [12, 13, 14]. The
theory is that if order is conserved, then it must be conserved for a biological reason.
Inferences based on predicted operons in any organism can be used to predict the
functional association of the corresponding orthologs in a genome of interest [15].
Operons might be the most important source of information about the functional
association of gene products in Prokaryotes because an average of 60% of the genes
in these organisms are found in operons and because their prediction has been well
established and evaluated [16].

1.4

Prokaryotes vs. Eukaryotes

Prokaryotes share many fundamental characteristics such as the lack of a membrane
bound nucleus, and thus RNA is translated as it is transcribed. The DNA, which
is circular, is only associated with a small number of proteins and RNA undergoes
very little processing [17]. In part, these similarities have allowed for widespread
predictions of gene functions among prokaryotic organisms. Predictions between
similar things make logical sense. But, due to diﬀerences between prokaryotes and
eukaryotes, the validity of these types of predictions between these types of organisms may not be as clear. As mentioned earlier, eukaryotes, with the exception of C.
elegans, do not have operons, and the operons in C. elegans are actually quite diﬀerent than those in Prokaryotes. Other diﬀerences include the organization of genetic
information into chromosomes, with many associated proteins and the enclosure
of the genetic information within the membrane-bound nucleus [17]. This enclosure prevents transcription and translation from occuring simultaneously because
the RNA does not leave the nucleus until transcription is complete. This spatial
separation and sequential nature of transcription and translation allows for a large
amount of RNA processing. Since we lack the amount of knowledge for eukaryotic
species that we possess for prokaryotes, and since direct, experimental prediction of
gene function in prokaryotes is much easier than in eukaryotes, it would be quite
useful if we could predict eukaryotic genes to be functionally associated when their
3

prokaryotic orthlogs are functionally associated.

1.5

The model: Saccharomyces cerevisiae

Saccharomyces cerevisiae (yeast) is considered to be a model eukaryotic organism.
Within its 16 chromosomes there exist 275 sequences for tRNA, 40 for snRNA,
and 140 for rRNA. It has approximately 6000 genes that encode proteins [18]. A
lot of time and eﬀort has been invested in predicting the functions of these genes.
The Yeast Proteome Database (YPD) is an organized system for the information extracted from scientific literature on the S. cerevisiae genes that endode proteins [19].
It also keeps a record of those genes with protein functions that have been determined experimentally, by sequence homology, or not at all [20]. The Saccharomyces
Genome Database (SGD) is another system attempting to identify and describe the
role of yeast genes, along with interactions between diﬀerent yeast genes in the cell
[21]. Finally, the MIPS Yeast Genome Database (MYGD) is yet another system focusing on the representation of ORFs (open reading frames, sequences of DNA that
appear to code for proteins), RNA genes, and DNA elements from the yeast genome
[22, 23]. One can see that there exists well documented information for this single
eukaryotic genome. But therein lies the problem: we only have this information for
a few eukaryotic organisms. Thus, it is necessary to use our abundant prokaryotic
genomes to make more predictions in eukaryotes.

1.6

Objective

In this study, we first determined S. cerevisiae genes with prokaryotic homologs
and/or orthologs. Following this, functionally associated yeast genes were predicted
based on the associations of their prokaryotic orthologs. Once statistcal analysis
on S. cerevisiae was completed, and appeared promising, these predictions were
tested in other eukaryotes. These eukaryotes included: Drosophila melanogaster,
Caenorhabitis elegans, and Arabidopsis thaliana.

4

2

Data Sets and Methods

2.1

Data sets

2.1.1

Genomes

This work was started with 400 prokaryotic genome sequences available at the
RefSeq database in August 2006 [24]. The latest update was performed using the 458
prokaryotic genomes available as of February 2007. The eukaryotic genomes, also obtained from RefSeq, were Saccharomyces cerevisiae (yeast), Drosophila melanogaster
(fruit fly), Caenorhabitis elegans (nematode), and the plant Arabidopsis thaliana.
Further descriptions are limited to S. cerevisiae, since the protocol followed to evaluate predictions for each of the other eukaryotes was identical to that followed for
S. cerevisiae.
2.1.2

Homologs

The database used was generated from the comparison of each protein coded in the
S. cerevisiae genome against each protein annotated in all the prokaryotic genomes.
These comparisons are constantly being updated in the local database of the Laboratory of Computational Genomics at Laurier. They consist of results from running
BLAST (Basic Local Alignment Sequence Tool) to find probable homologous genes
across genomes [25].
2.1.3

Orthologs

The homologs found using BLAST were filtered to detect and retain orthologs.
These orthologous genes are the homologous genes that might have a constant function throughout evolution, or are considered to be the same gene in diﬀerent organ5







































Figure 2.1: Prokaryotic homologs and orthologs. Method for the extraction of eukaryotic genes with homologs and/or orthologs in a prokaryotic genome subset. The
same procedure was used for: S. cerevisiae, D. melanogaster, C. elegans, and A.
thaliana.
isms. The working definition of orthology used to detect these genes is the reciprocal
best hit (RBH) method, which is described in Figure A.1 [11].

2.2
2.2.1

Methods
Randomized prokaryotic datasets

The prokarotic genomes were randomly selected for each of 15 groups (sets). The
number of genomes per set ranged from 20 (Set 1) to 300 (Set 15), in increments
of 20. ten independently-selected replicates (subsets) of each set were analysed.
In short, there were a total of 150 subsets of prokaryotic genomes run against S.
6
























Figure 2.2: Functionally related gene pairs. Procedure for determining a functional
relationship between any two genes in S. cerevisiae. Each gene pair is predicted to
be functionally related if any of their prokaryotic orthologs are in the same operon.
The same process was followed for D. melanogaster, C.elegans, and A. thaliana.
cerevisiae. The 458 prokaryotic genomes available were used and re-used to generate
the subsets. Due to the limited number of prokaryotic genomes available, the larger
subsets are expected to have less scatter than the smaller subsets. A program,
written in PERL, was used to generate the genomes in each subset randomly to
avoid any selection or historical biases.

7

2.2.2

Detection of homologous and orthologous sequences (Figure 2.1)

BLAST is a computational tool that provides hits of sequence similarity from query
genomes to genomes of interest. It compares the coding sequences and determines
sequence similarity and alignment based on the Smith-Waterman algorithm [25].
The previously completed BLAST results for the prokaryotes in each subset run
against S. cerevisiae were collected to determine which yeast genes had prokaryotic
homologs or orthologs. Each subset of prokaryotic genomes was run in BLAST in
the same manner, so discussion of method is limited to a single subset.
In this study, the query genomes were those prokaryotic genomes in the subset,
and they were run against the S. cerevisiae genome. A cut oﬀ value in BLAST was
set at 1×10−6 to determine, with a reasonable amount of certainty, which yeast genes
were homologous to some gene from a prokaryotic genome in the subset. This evalue was set reasonably high to avoid too many false hits. Another PERL program
was written to count the number of these yeast genes with prokaryotic homologs,
with duplicates only being counted once. A previously run RBH (reciprocal best
hit) search in BLAST was used to determine which of these homologs were actually
orthologous to the yeast gene. Once again, a PERL program was written to count
the number of these yeast genes with a prokaryotic ortholog.
2.2.3

Prediction of functionally associated genes (Figure 2.2)

S. cerevisiae gene pairs are considered to be functionally associated if their prokaryotic orthologs are functionally associated. Hence, a third PERL program was written
to extract pairs of yeast genes whose prokaryotic orthologs were predicted to be functionally associated. Prokaryotic genes are predicted to be functionally associated if
they occur in the same operon. Thus, the program counted the yeast gene pairs
if their prokaryotic orthologs were predicted to be in the same operon (note: the
methods for predicting operons are described in the introduction). This program
was adjusted so that the actual number of yeast genes with at least one functional
association could be counted as well.

8

Statistical analysis: Once the PERL programs were completed for each subset,
the number of homolog, ortholog, and functional association predictions against the
set sizes were run in SPSS to fit the data to a regression model.

9

3

Results and Discussion

3.1

Model Eukaryotes with prokaryotic homologs

For each prokaryotic subset we counted the number of eukaryotic genes that BLAST
found to have homologs in that subset. This was done for S. cerevisiae, D. melanogaster,
C. elegans, and A. thaliana. For each of the four model Eukaryotes being studied,
the number of their genes that could be traced back to some prokaryotic homolog
was lower than expected. S. cerevisiae has approximately 6000 genes, and by using
the sets that contained 300 prokarytoic genomes we calculated that, on average, only
33% of those genes have prokaryotic homologs. For D. melanogaster, C. elegans, and
A. thaliana, 34%, 25%, and 40% of their genes, respectively, have prokaryotic homologs (Table 3.1). In all four Eukaryotes the number of genes with prokaryotic homologs increased as the size of the subset increased. As seen in Figures 3.1, and A.2






































Figure 3.1: Saccharomyces cerevisiae homologs. The number of S. cerevisiae genes
with homologs in each set of prokaryotic genomes fits a logarithmic regression model.
Each data circle represents one of ten sets with that number of genomes.
10

Eukaryote
S. cerevisiae
D. melanogaster
C. elegans
A. thaliana

Genes with homologs (%)

Genes with orthologs (%)

33
34
25
40

27
20
14
20

Table 3.1: Average percentages of the eukaryotic genes with homologs / orthologs
in sample sets of 300 Prokaryotes.
through A.4, the number of eukaryotic genes with prokaryotic homologs plotted
against the set sizes all fit similar logarithmic regression curves. As expected, the
larger subsets have reduced scatter compared to the smaller subsets. These curves
suggest that the number of eukaryotic genes with prokaryotic homologs is limited.
The models suggest that no upper bounds actually exist for any of the four model
Eukaryotes. But, according to the model, it would take 762,289 Prokaryotes to
find homologs for just half of the S. cerevisiae genes. It seems that a vast number
of Prokaryotes would be required to find homologs for all 6000 S. cerevisiae genes.
Thus, in reality there does seem to exist an upper bound. The similarity of the curves
from these model Eukaryotes does suggest that we should see similar numbers of
genes with prokaryotic homologs in other Eukaryotes. Though this coverage is not
as high as anticipated, it does provide an adequate base for ortholog predictions.

3.2

Model Eukaryotes with prokaryotic orthologs

By using the second PERL program we were able to count the number of eukaryotic
genes that BLAST found with prokaryotic orthologs from a particular subset. Once
again, these orthologs were counted for each of the four Eukaryotes being studied
and for each of the 150 sample sets. Orthology is a subset of homology; therefore
as expected the number of eukaryotic genes with prokaryotic orthologs was slightly
lower than the number with homologs. The largest diﬀerence between the number of
homologs and orthologs was in A. thaliana. As mentioned earlier, 40% of these genes
had prokaryotic homologs but only an average of 20% had orthologs when using the
sample sets with 300 Prokaryotes. The other three Eukaryotes also had less prokary11


















































 













Figure 3.2: S. cerevisiae orthologs. The number S. cerevisiae genes with orthologs
in each set of prokaryotic genomes fits a logarithmic regression model. Each data
circle represents one of ten sets with that number of genomes. Inset: The same data
normalized against the number of homologs for each set.
otic orthologs than homologs, but the diﬀerence was not as significant (Table 3.1).
Orthologs are the genes that actually tend to conserve function; therefore while it is
good to have homolog predictions to see the whole picture, it is actually the ortholog
predictions that are more useful to us. Similarly to the homology predictions, the
orthology predictions fit logarithmic regression curves (Figures 3.2, A.5-A.7). Again,
these curves theoretically do not have upper bounds. However, it would take 1 326
150 Prokaryotes to find orthologs for half (3000 genes) of the S. cerevisiae genes.
We have already found prokaryotic orthologs for more than 3000 of the A. thaliana
genes, but according to the model we would need 3,213,118 Prokaryotes to find orthologs for half of its genes. Hence, even though the number of eukaryotic genes
with prokaryotic orthologs is continuing to increase as we use more Prokaryotes,
these prediction models are far from exhaustive.
Since orthologs form a subset of homologs, we were able to normalize the number of eukaryotic genes with orthologs found in each subset against the number of
eukaryotic genes with homologs found in that same subset. One may have hypothesized that the proportion of eukaryotic genes with homologs that also had orthologs
12

would remain constant, instead we observed that as the set sizes increased so did
the proportion of eukaryotic genes with homologs that also had orthologs. These
normalized eukaryotic genes with orthologs were not only positively correlated to
the sample set size, but they too were fitted to logarithmic regression curves (Insets
in Figures 3.2, A.5-A.7). When sample sets contained 300 Prokaryotes, at least 50%
of the eukaryotic genes predicted to have homologs also had orthologs in the sample
set. The normalized curve for S. cerevisiae went as high as 80%. In this case, we
know for a fact that the curve is bounded above by one, as the number of orthologs
cannot exceed the number of homologs. What we do not know is if the number of
eukarytotic genes with orthologs will ever actually equal the number of eukaryotic
genes with homologs. A prokaryotic ortholog cannot be found if a prokaryotic homolog is not found, since all orthologs are more generally known to be homologs.
Therefore, once the number of orthologs and homologs found are equal, then we
know that all the homologs found are actually orthologs. It is the orthologs that
conserve function, not paralogs; therefore if we reach a point where all the homologs
are orthologs, then gene function prediction would be much easier since we would
not have to distinguish between paralogs and orthologs.

3.3
3.3.1

Functionally associated genes in model Eukaryotes
Number of functional links (pairwise interactions)

The functionally related eukaryotic gene pairs were counted by using another PERL
program. In this case, the eukaryotic gene pair was counted if its orthologs from a
particular prokaryotic sample set were predicted to be in the same operon by their
intergenic distances or from conservation of gene order in evolutionarily distant
organisms. Compared to experimentally determined functional interactions, these
computational predictions are quite low. The number of eukaryotic genes with
prokaryotic orthologs is lower than we expected, and this aﬀected the number of
functionally related pairs we were able to computationally predict. If one cannot
predict a prokaryotic ortholog for the eukaryotic gene, then one cannot predict its
13




































Figure 3.3: Predicted pairwise interactions in S. cerevisiae. The number of pairwise
(gene to gene) functional associations predicted from each set of prokaryotic genomes
fits a logarithmic regression model. Each data circle represents one of ten sets with
that number of genomes. Inset: The same data normalized against the maximum
number of pairs possible for each set.
functional relationships, since the prediction of functional association of eukaryotic
genes was based on their prokaryotic orthologs being associated. Nevertheless, there
still exists a positive correlation between the number of prokaryotic genomes used
for predictions and the number of gene pairs predicted to be functionally associated.
Once again, the predictions fit logarithmic regression models (Figures 3.3, A.8A.10). In this case, however, the curve slopes are still quite steep as the set size
approaches 300 Prokaryotes. This indicates that even though predictions are low,
there is potential for them to continue increasing at a reasonable rate as more
prokaryotic genomes are used. Thus, prokaryotic work continues to benefit that of
Eukaryotes.
Similarly to normalizing the eukaryotic genes with orthologs against the eukaryotic genes with homologs, the predicted functionally associated gene pairs were
normalized against the maximum number of functionally associated pairs possible.
This maximum is based on the number of ways the prokaryotic orthologs can be
paired. For example, if x is the number of prokaryotic orthologs, then the maximum
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number of functionally associated pairs that can be predicted is x ∗ (x − 1)/2. This
is because eukaryotic gene pairs are predicted to be functionally associated if their
prokaryotic orthologs are functionally associated. The proportion of the ortholog
pairs that are predicted to be functionally associated increases as the sample set size
increases. This positive correlation is not linear; it is once again logarithmic (Insets
in Figures 3.3, A.8-A.10). The number of pairs predicted to be related is actually
quite low compared to the number that could be predicted. Using 300 Prokaryotes,
the normalized values range from 5 × 10−4 to 1.25 × 10−3 . Theoretically, this curve
is bounded above by one because the pairs are normalized against the maximum
number of possible predicted pairs. But, we do not expect to ever reach this upper
bound. This is because it is unlikely that all the prokaryotic orthologs will form
functional pairs. Each gene is not related to every other gene. The logarithmic fit of
the normalized curve implies that as we predict more orthologs, more of them will
be functionally related. We predict more orthologs when we use larger prokaryotic
set sizes. Therefore, by using more prokaryotic genomes we should be able to predict
more functional associations between eukaryotic genes.
3.3.2

Number of genes with functional associations

In this case, it was not the number functionally related gene pairs that were counted.
Instead, we modified the PERL program so we could count the number of eukaryotic genes that are functionally related to some other eukaryotic gene. Thus, these
predictions appear lower than the pair predictions. When predicting pairs, gene A
may be related to five other genes and thus it is counted five times because it is
part of five pairs. But, gene A only gets counted once when considering the actual
number of genes with functional links. Like all the other predictions, a positive correlation exists between the number of eukaryotic genes with functional associations
and the set sizes used to make those predictions. And, like the other predictions,
these fit logarithmic regression curves (Figures 3.4, A.11-A.13). The slopes of these
curves also suggest that predictions are still increasing at a reasonable rate as set
sizes approach 300 Prokaryotes. Similarly to the pair predictions, these predictions
15













































































Figure 3.4: Number of genes with functional associations in S. cerevisiae. The
number of genes with functional associations predicted from each set of prokaryotic
genomes fits a logarithmic regression model. Each circle represents one of ten sets
with that number of genomes. Inset: The same data normalized against the total
number of orthologs for each set.
depend on the number eukaryotic genes with prokaryotic orthologs. If a prokaryotic ortholog is not predicted, then we cannot predict whether that eukaryotic gene
has any functional relations. When sets contained 300 Prokaryotes at least 50%
of the eukaryotic genes predicted to have orthologs were also predicted to be functionally associated to another gene in that specific genome. This held true for each
of the Eukaryotes being studied. Like the orthology and functional associated pair
predictions, the predictions of eukaryotic genes with functional associations could
also be normalized. They were normalized against the number of eukaryotic genes
with prokaryotic orthologs. Normalization was once again done based on predictions
per set size. A positive correlation still exists between the normalized genes with
functional associations and the size of the prokaryotic subsets. In addition, this
correlation still fits a logarithmic model (Insets in Figures 3.4, A.11-A.13). Thus,
as more prokaryotic genomes are used we see a greater proportion of the eukaryotic
genes with prokaryotic orthologs being functionally related. This curve is bounded
above by one because the genes predicted to have functional relations could never
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exceed the number of genes with prokaryotic orthologs. But, it is possible to achieve
this upper bound. It is unlikely that a gene functions completely independently of
all other genes. Therefore, we may be able to predict a functional relation for each of
the eukaryotic genes with prokaryotic orthlogs if we use a large enough prokaryotic
sample set.
Overall, these predictions are lower than we had anticipated. However, the data
indicate that the functional predictions, of pairs or individual genes, are promising
when prokaryotic orthologs are predicted. Furthermore, the consistency of the regression curves across each Eukaryote and each prediction type suggests that similar
prediction models should be observed when studying other Eukaryotes.
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4

Conclusions

This study has quantitatively confirmed the benefits of using well-studied prokaryotic genomics to study more complicated eukaryotic genomics. A positive correlation
has been shown to exist between the number of prokaryotic genomes used to make
predictions in eukaryotes and the number of predictions themselves. All predictions fit similar logarithmic regression models. These models suggest that the use
of more prokaryotic genomes will increase the number of predictions observed in
these eukaryotic organisms. Predictions are not exhaustive. Theoretically the logarithmic models do not have upper bounds, but in reality upper bounds do exist for
the predictions. Therefore, at a certain point the eﬀect of using more prokaryotic
genomes will be so small that essentially the number of predictions observed will
not increase. Despite this fact, the prokaryotic predictions infer enough functional
associations to make them useful for studying functional associations in eukaryotic
organisms. Given that model eukaryotes were chosen as test subjects for this study,
we are confident that their prediction models will apply to other eukaryotes. Thus,
the methods of prediction presented in this paper provide an eﬃcient strategy for the
prediction of functionally associated genes in eukaryotic organisms when these genes
have prokaryotic orthologs. Consequently, prokaryotic sequencing data can be used
to study eukaryotic genomic sequences. From here, one can compare these computational functional association predictions to the functional associations determined
through physical experimentation, which are documented in their respective online
databases, such as YPD or SGD for S. cerevisiae.
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Appendix
A.1

Reciprocal Best Hits (RBH) Method



 




 








































 
 

 



























Figure A.1: Consider gene a and gene b, from genomes A and B respectively. When
genome A is run against genome B in BLAST, gene b is the hit with the highest
score for gene a. For gene a and gene b to be orthologs, gene a must also be the
hit with the highest score for gene b when genome B is run against genome A. All
other hits for gene a and gene b are paralogs.
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A.2

Figures–Other model organisms





























Figure A.2: Arabidopsis thaliana homologs. The number of A. thaliana genes with
homologs in each set of prokaryotic genomes fits a logarithmic regression model.
Each data circle represents one of ten sets with that number of genomes.


































Figure A.3: Caenorhabditis elegans homologs. The number of C. elegans genes with
homologs in each set of prokaryotic genomes fits a logarithmic regression model.
Each data circle represents one of ten sets with that number of genomes.
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Figure A.4: Drosophila melanogaster homologs. The number of D. melanogaster
genes with homologs in each set of prokaryotic genomes fits a logarithmic regression
model. Each data circle represents one of ten sets with that number of genomes.



































































Figure A.5: Arabidopsis thaliana orthologs. The number of A. thaliana genes with
orthologs in each set of prokaryotic genomes fits a logarithmic regression model.
Each circle represents one of ten sets with that number of genomes. Inset: The
same data normalized against the number of homologs for each set.
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Figure A.6: Caenorhabditis elegans orthologs. The number of C. elegans genes with
orthologs in each set of prokaryotic genomes fits a logarithmic regression model.
Each circle represents one of ten sets with that number of genomes. Inset: The
same data normalized against the number of homologs for each set.











































































Figure A.7: Drosophila melanogaster orthologs. The number of D. melanogaster
genes with orthologs in each set of prokaryotic genomes fits a logarithmic regression
model. Each circle represents one of ten sets with that number of genomes. Inset:
The same data normalized against the number of homologs for each set.
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Figure A.8: Predicted pairwise interactions in Arabidopsis thaliana. The number of
pairwise (gene to gene) functional associations predicted from each set of prokaryotic
genomes fits a logarithmic regression model. Each data circle represents one of ten
sets with that number of genomes. Inset: The same data normalized against the
maximum number of pairs possible for each set.
































Figure A.9: Predicted pairwise interactions in Caenorhabditis elegans. The number
of pairwise (gene to gene) functional associations predicted from each set of prokaryotic genomes fits a logarithmic regression model. Each data circle represents one of
ten sets with that number of genomes. Inset: The same data normalized against
the maximum number of pairs possible for each set.
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Figure A.10: Predicted pairwise interactions in Drosophila melanogaster. The number of pairwise (gene to gene) functional associations predicted from each set of
prokaryotic genomes fits a logarithmic regression model. Each data circle represents
one of ten sets with that number of genomes. Inset: The same data normalized
against the maximum number of pairs possible for each set.






































































Figure A.11: Arabidopsis thaliana genes with functional associations. The number
of genes with functional associations predicted from each set of prokaryotic genomes
fits a logarithmic regression model. Each circle represents one of ten sets with that
number of genomes. Inset: The same data normalized against the total number of
orthologs for each set.
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Figure A.12: Caenorhabditis elegans genes with functional associations. The number
of genes with functional associations predicted from each set of prokaryotic genomes
fits a logarithmic regression model. Each circle represents one of ten sets with that
number of genomes. Inset: The same data normalized against the total number of
orthologs for each set.













































 












Figure A.13: Drosophila melanogaster genes with functional associations. The number of genes with functional associations predicted from each set of prokaryotic
genomes fits a logarithmic regression model. Each circle represents one of ten sets
with that number of genomes. Inset: The same data normalized against the total
number of orthologs for each set.
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